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What is Information Retrieval?

This presentation was developed by Ricardo Campos, Professor of ICT of the Polytechnic Institute of 
Tomar and researcher of LIAAD - INESC TEC. Part of the slides used in this presentation were adapted 
from presentations found in internet and from reference bibliography:

• https://pub.towardsai.net/top-5-approaches-to-named-entity-recognition-ner-in-2022-38afdf022bf1

• https://www.analyticssteps.com/blogs/what-named-entity-recognition-ner-nlp

• https://www.turing.com/kb/a-comprehensive-guide-to-named-entity-recognition

• https://towardsdatascience.com/named-entity-recognition-ner-meeting-industrys-requirement-by-applying-
state-of-the-art-deep-698d2b3b4ede

• https://medium.com/data-science-in-your-pocket/named-entity-recognition-ner-using-conditional-random-
fields-in-nlp-3660df22e95c

• https://medium.com/geekculture/everything-you-need-to-know-about-named-entity-recognition-
50823d1313b0

https://pub.towardsai.net/top-5-approaches-to-named-entity-recognition-ner-in-2022-38afdf022bf1
https://www.analyticssteps.com/blogs/what-named-entity-recognition-ner-nlp
https://www.turing.com/kb/a-comprehensive-guide-to-named-entity-recognition
https://towardsdatascience.com/named-entity-recognition-ner-meeting-industrys-requirement-by-applying-state-of-the-art-deep-698d2b3b4ede
https://medium.com/data-science-in-your-pocket/named-entity-recognition-ner-using-conditional-random-fields-in-nlp-3660df22e95c
https://medium.com/geekculture/everything-you-need-to-know-about-named-entity-recognition-50823d1313b0
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Please refer to the following when using this presentation:

Campos, Ricardo. (2022). . 

A .ppt version of this presentation can be provided upon request by sending an email to [ricardo.campos@ipt.pt]
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What is Information Retrieval?

Named Entity Recognition is a subtask of information extraction that seeks to classify elements in 
text into pre-defined categories such as the names of persons, organizations, locations, expressions 
of times, quantities, monetary values, percentages, etc;

What is it?

These entities are a level above Part of Speech Tagging and Noun Phrase Chunking where instead of 
identifying grammatical parts; it's identifying and classifying words as their proper entities. 

https://demos.explosion.ai/displacy-ent

https://demos.explosion.ai/displacy-ent
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There exist some issues which are required to be addressed.

Challenges

multi-word tokens: Consider ‘New York’. This can be detected as ‘New’ & ‘York’ as separate entities. 
Hence, deciding over the boundary is crucial whether to consider ‘New York’ as a single entity or 
‘New’ and ‘York’ as 2 different entities.

ambiguity: We have ‘washington’ as a PERSON, Location, etc

• [Per Washington] was born in slavery on the farm of James Burroughs

• [Org Washington] went up 2 games to 1 in the four-game series

• Blair arrived in [Loc Washington] for what may well be his last visit



What is Information Retrieval?

Customer support: NER aids in detecting and comprehending the nature of the customer's request. 
This also aids the organization in developing an automated system that uses NER to recognize 
incoming requests and route them to the appropriate support desk.

Use Cases

Job application: Do you believe that the recruitment staff reads all of the resumes that are put in when 
applying for a certain job role? A computerized mechanism filters out them (likely looking for named 
entities)

Healthcare: NER models may be used to create powerful medical systems that can correctly recognize 
symptoms in individuals' electronic healthcare data and diagnose their ailment based on those 
symptoms. 

Voice Bots: Identify people, companies, or competitor names and automatically trigger associated 
actions to automate and personalize interactions.
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Generally, Entity Detection is a two-step process:

• identifying entities – such as personal names or organizational names.

• classifying the entities that were identified – such as “location”  or “occupation”.

How

2. Rule-based systems are usually based on hand-crafted rules written by persons with domain 
expertise. These rules can be based on patterns in the text, lexical information, or syntactic structure. 
While rules can be very effective in some domains, they can be challenging to develop and 
maintain, and they often do not generalize well to new domains or languages.

1. Dictionary-based systems create a knowledge base of relevant useful entities, keep expanding with 
time. This is a decent approach if you only need to keep track of a small number of entities. The issues 
here is that you’ll need to keep adding more and more entities as the scope of your application 
increases. This is a lot of manual effort and an inefficient use of time as you know the dictionary can 
never completely capture every single entity ever appeared in text. Therefore, this is not a 
recommended approach. 
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How

3. Machine-Learning-based approaches. When we’re reading text, we can immediately identify 
person, country, city or organisation names even when we have not seen these names before e.g

This means there is a pattern in the structure of the text. The context around words tell can provide 
some information about the entity of the word. Therefore, we can probably use machine learning to 
take advantage of these patterns
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How

This involves two phases. The first phase trains the ML model on annotated documents. In the next 
phase, the trained model is used to annotate the raw documents. The process is similar to a normal 
ML model pipeline.
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How

There are two main methods in this category:

• A- treat the problem as a multi-class classification where named entities are our labels so we can 
apply different classification algorithms. The problem here is that identifying and labeling named 
entities require thorough understanding of the context of a sentence and sequence of the word 
labels in it, which this method ignores that.

• B- Another method in this category is Conditional Random Field (CRF) model (one of the most 
popular models for token classification). It is a probabilistic graphical model that can be used to 
model sequential data such as labels of words in a sentence. The CRF model is able to capture the 
features of the current and previous labels in a sequence, however, the context is limited to few 
nearby words. The whole sentence is generally not treated as a sequence which can be limiting. In 
addition, it cannot understand the context of the forward labels; this shortcoming plus the extra 
feature engineering involved with training a CRF model, makes it less appealing to be adapted by 
the industry.



What is Information Retrieval?

How

Deep learning. Another important strategy in building a high-performing deep learning method is 
understanding which type of neural network works best to tackle NER problem considering that the 
text is a sequential data format. yeah, you guessed it right… Long short Term Memory (LSTM). 

But not any type of LSTM, we need to use bi-directional LSTMs because using a standard LSTM to 
make predictions will only take the “past” information in a sequence of the text into account. for 
NER, since the context covers past and future labels in a sequence, we need to take both the past 
and the future information into account. A bidirectional LSTM is a combination of two LSTMs — one 
runs forward from “right to left” and one runs backward from “left to right”.



What is Information Retrieval?

There are many libraries to choose from; my tool of choice these days is SpaCy 1. Its powerful API 
and models are ready to go with a few lines of code, and as we'll see later, we can use it to train our 
models. 

Tools
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Resources

https://ner.pythonhumanities.com/intro.html

https://ner.pythonhumanities.com/intro.html
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What is it?

To better understand the goal of Named Entity Disambiguation, it is helpful to place it as the last 
step in a longer NLP pipeline that begins with Named Entity Recognition. NER identifies and classify 
named entity occurrences in text into pre-defined categories. Below is an example result from a NER 
system.
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What is it?

NER will tell us what words are entities and what are we can see their types. In the above example, 
NER will locate “Sebastian Thrun” as a person. But we still don’t know exactly which “Sebastian 
Thrun” the text is speaking about in the above example. NEL is the next task that will answer this 
question.

NEL is the task to link entity mentions in 
text with their corresponding entities in a 
knowledge base. In our above example, 
we can find exactly which “Sebastian 
Thrun” by linking the entities to DBpedia. 
DBpedia is a structured knowledge base 
extracted from Wikipedia. This process of 
linking entities to Wikipedia is also called 
as Wikification.
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What is it?

For example, if the entity is “Neil Armstrong,” is he mentioned in the context of “American, NASA, 
astronaut” or “Canadian, NHL, referee”? This feat is possible because entity resolution takes the 
mention of each entity, looks at the surrounding context, and compares it to a knowledge base 
(such as Wikidata). 
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Challenges

There are 3 challenges to entity linking (see Rao et al. 2013, 
https://www.cs.jhu.edu/~delip/entity_linking.pdf:

• Name Variations. An entity often has multiple mention forms, including abbreviations (Boston 
Symphony Orchestra vs. BSO), shortened forms (Osama Bin Laden vs. Bin Laden), alternate spellings 
(Osama vs. Ussamah vs. Oussama), and aliases (Osama Bin Laden vs. Sheikh Al-Mujahid). Entity linking 
must find an entry despite changes in the mention string.

• Entity Ambiguity. A single mention, like Springfield, can match multiple KB entries, as many entity 
names, like people and organizations, tend to be polysemous.

• Absence. Processing large text collections virtually guarantees that many entities will not appear in the 
KB (NIL), even for large KBs.
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Use Cases

Information Retrieval: For example, if you search for the word “bass”, a traditional keyword-based 
search could be bass (a type of fish) or bass ( a kind of musical instrument). However, semantic 
entity-based search gives you exactly what you want because it understands the query context and 
gives you the most accurate result. To understand users’ intentions, Google uses a knowledge base.

Q&A: Unlike search engines, Q&A systems provide more specific answers to users’ questions. For 
example, in order to answer the question “when is Morrissey’s birthday?” a question answering 
system must first determine which Morrissey is mentioned in the text. In this example, the entity is 
Morrissey, and entity linking finds the corresponding information from the knowledge base for 
Morrissey query in order to answer the user’s question as accurately as possible.
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How

In general, a typical entity linking system consists of two modules, namely Candidate Entity 
Generation, Candidate Entity Ranking, and Unlinkable Mention Prediction . A brief description of 
each module is given below:

• Candidate Entity Generation: In this module, the NEL 
system aims to retrieve a set of candidate entities by 
filtering out the irrelevant entities in the knowledge 
base. The retrieved set contains possible entities that 
may refer to an entity mention.

• Candidate Entity Ranking: Here, different kinds of 
evidence are leveraged to rank the candidate entities to 
find the most likely entity for the mention.

• Candidate selection: Select the most appropriate one
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What is it?

The NER process has many applications in NLP and search. For example, in search applications, 
identifying entities means that the user can now search for “things, not strings,” and thereby get more 
relevant search results.

Similarly, an RE process on the same sentence might detect relations between 
the “Nobel Prize” entity and the “Royal Swedish Academy entity” on one hand, 
and the PERSON entities for “Marie Curie”, “Pierre Curie” and “Henri Becquerel”. 
It might even infer that “Marie Curie” and “Pierre Curie” are married from the 
“Marie and Pierre Curie” span.
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Use cases

Extracted relationships are represented by triples in the form <e1, rel, e2>, where e1 and e2 are noun 
phrases of a relationship, and rel is the type of relationship relating the two noun phrases (see: Source: 
http://www.davidsbatista.net/assets/documents/publications/dsbatista-phd-thesis-2016.pdf) 

Knowledge Graphs can then be used for querying directly, reasoning about the entities in the graph, 
and to power recommendation and exploration engines.

Relation Extraction is a crucial technique in automatic 
knowledge graph construction. By using Relation Extraction, we 
can accumulatively extract new relation facts and expand the 
knowledge graph. 

http://www.davidsbatista.net/assets/documents/publications/dsbatista-phd-thesis-2016.pdf
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How

There are five different methods of doing Relation Extraction:

• Rule-based RE

• Weakly Supervised RE

• Supervised RE

• Distantly Supervised RE

• Unsupervised RE
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How (rule-based)

Many instances of relations can be identified through hand-crafted patterns, looking for triples (X, α, Y) 
where X are entities and α are words in between. For the “Paris is in France” example, α=”is in”. This 
could be extracted with a regular expression.

Pros

• Humans can create pattern which tend to have high precision

• Can be tailored to specific domains

Cons

• Human patterns are still often low-recall (too much variety in languages)

• A lot of manual work to create all possible rules

• Have to create rules for every relation type
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How (weakly-supervised)

The idea here is to start with a set of seed tuples (or extract a seed set from the unlabeled text with a 
few hand-crafted rules) and to automatically find new ones from the unlabeled text data,
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How (weakly-supervised)

Pros

• More relations can be discovered than for Rule-based RE (higher recall)

• Less human effort required (does only require a high quality seed)

Cons

• The set of patterns become more error prone with each iteration

• Must be careful when generating new patterns through occurrences of tuples, e.g. “IBM shut down 
an office in Hursley” could easily be caught by mistake when generating of patterns for the “based 
in” relation

• New relation types require new seeds (which have to be manually provided)
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How (supervised)

Train a binary classifier to determine if there is a specific relation between two entities. These classifiers 
take features about the text as input, thus requiring the text to be annotated by other NLP modules 
first. Typical features are: context words, part-of-speech tags, dependency path between entities, NER 
tags, tokens, proximity distance between words, etc.

Pros

• High quality supervision (ensuring that the relations that are extracted are relevant)

Cons

• Expensive to label examples

• Expensive/difficult to add new relations (need to train a new classifier)

• Does not generalize well to new domains

• Is only feasible for a small set of relation types)
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How (distantly supervised)

We can combine the idea of using seed data, as for Weakly Supervised RE, with training a classifier, as 
for Supervised RE. However, instead of providing a set of seed tuples ourselves we can take it from an 
existing Knowledge Base (KB), such as Wikipedia, DBpedia, Wikidata, Freebase, Yago.
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How (distantly supervised)

Pros

• Less manual effort

• Can scale to use large amount of labeled data and many relations

• No iterations required (compared to Weakly Supervised RE)

Cons

• Noisy annotation of training corpus (sentences that have both words in the tuple may actually not
describe the relation)

• There are no explicit negative examples (this can be tackled by matching unrelated entities)

• Is restricted to the Knowledge Base
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How (unsupervised)

Here we extract relations from text without having to label any training data, provide a set of seed 
tuples or having to write rules to capture different types of relations in the text. Instead we rely on a set 
of very general constraints and heuristics. It could be argued if this is truly unsupervised, since we are 
using “rules” which are at a more general level. Open Information Extraction (Open IE) generally refers 
to this paradigm.

Pros

• No/almost none labeled training data required

• Does not require us to manually pre-specify each relation of interest, instead it considers all 
possible relation types

Cons

• Performance of the system depends a lot on how well constructed the constraints and heuristics are

• Relations are not as normalized as pre-specified relation types
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Resources

https://github.com/roomylee/awesome-relation-extraction

https://github.com/roomylee/awesome-relation-extraction
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A knowledge-based system consists of a knowledge-base that represents facts about the world. The 
term 'knowledge-base' was to distinguish from the more common widely used term database.

Demo: http://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/yago-
naga/yago/demo/

YAGO is a huge semantic knowledge base, derived from Wikipedia WordNet and GeoNames. 
Currently, YAGO has knowledge of more than 10 million entities (like persons, organizations, cities, 
etc.) and contains more than 120 million facts about these entities. 

http://www.mpi-inf.mpg.de/departments/databases-and-information-systems/research/yago-naga/yago/demo/
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https://www.wolframalpha.com/

https://www.wolframalpha.com/
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http://maquinadotempo.sapo.pt/
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